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Scope of project

This document lays out the overall performance requirements for the readout electronics for the
MKID camera project. The details are spelled out in the following sections; however, the electronics
can be considered to consist of three separate components:

1. Digital readout system: This comprises the interface to all of the analog componentsat
the DAC outputs and ADC inputs. This includes the DACs, ADCs, the clock drivers for
these, the FPGA and �rmware, and the computer to read out the electronics; ideally, the
data will be piped out through an ethernet port. This system should be partitioned into 16
modules, one for each sub-section (a \tile") of MKID detectors.

2. Analog IF system: This includes everything that operates between the DAC/ADC analog
I/O and the cryostat. Speci�cally, this includes the IQ mixe rs, the frequency synthesizers, the
ampli�ers and attenuators, and low-pass �lters. Like the di gital readout system, this should
be partitioned into 16 modules.

3. Housekeeping/ancillary systems: These include the slow ADC, the data computer, the
digital I/O, etc.

1 General Notes

MKIDCam is a new instrument being constructed for the Caltech Submillimeter Observatory. The
instrument will perform simultaneous imaging in four wavelength bands: 1.3mm, 1.1mm, 850� m,
and 750� m. This will be accomplished using a focal plane array of Microwave Kinetic Inductance
Detectors (MKIDs) operating at a base temperature of 230 mK.The array will have 24� 24 spatial
pixels, and each pixel will simultaneously respond to the four wavelength bands. Therefore the
total detector count is 24 � 24 � 4 = 2304.

The MKIDCam readout electronics have the general task of performing multiple real-time
complex microwave (around 3-6 GHz) transmission measurements (the S21 scattering parameter in
microwave parlance), in order to monitor the instantaneousresonance frequency and dissipation of
the superconducting microresonators that serve as our mm/submm photon detectors. The total of
2304 detectors/resonators will be split into 16 \tiles" in t he focal plane, with each 6� 6 pixel tile
having 6 � 6 � 4 = 144 frequency-multiplexed resonators. Our present concept is that the readout
electronics will be similarly partitioned into 16 parallel channels, each capable of performing 144
simultaneous S21 measurements. The output data rate is expected to be around 100 complexS21

measurements per second, per resonator.
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One of the top-level requirements for the readout electronics system is that it be capable of
performing the S21 measurements at a noise level that is limited only by the noise temperature
of the cryogenic HEMT ampli�ers that follow the MKID arrays. Therefore, the noise contributed
by the room-temperature electronics should lie below this level. Speci�cally, the noise/carrier
ratio emerging from the HEMTs is expected to be approximately � 120 dBc/Hz (see equation [10]
in x5.2). The noise contribution from the readout electronics must lie below the HEMT noise.
In other words, the noise/carrier ratio emerging from the HEMT ampli�ers must be preserved
through the IF systems, the ADCs, the FPGAs, and all the rest of the readout electronics. This
is the fundamental requirement for the readout electronics, and drives the speci�cations for the
subsystems and components. The readout noise contributionwill presumably be limited by the
performance of the ADCs; we would like a minimum margin of at least 3 dB, and preferably 6 dB
or more, between the digitization noise introduced by the ADCs and the additive HEMT noise (see
equations [12] and [13] inx5.3, as well as the table inx2). All other noise contributions must be
insigni�cant compared to this ADC speci�cation. Note that t he HEMT ampli�ers may also have
multiplicative noise in the form of gain and phase variations; these are less of a concern for us since
such e�ects will predominantly produce a common-mode signal across the entire array and can be
removed later, in the data analysis stage.

The layout of the document is as follows: 1) A table of the overall performance requirements;
2) a brief description of MKIDCam, and what we need the RF and IF electronics to do; 3) a quick
list of performance requirements of the electronic components; and 4) a detailed description of how
the performance requirements were calculated.
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2 Table of Performance Requirements

The minimum speci�cations in Table 1 should be understood asthe nominal design goal of the
system, i.e., the performance that it must, at minimum, achieve. The optimum speci�cations
represent the capabilities of our ideal readout electronics system for MKIDCam; we recognize that
some of these (e.g., 750 MHz bandwidth per tile) are likely to be challenging goals with current
technology.

Table 1. Speci�cations

Overall system speci�cations
Characteristic/component Minimum spec Optimum spec

Noise/carrier ratio per channel < � 123 dBc/Hz < � 126 dBc/Hz
Number of channels per tile > 128 > 160

Number of modules 16 16

Analog interface speci�cations
Characteristic/component Minimum spec Optimum spec

Frequency range 2 � 6 GHz 1 � 6 GHz
Bandwidth per tile 400 MHz 750 MHz

Power entering cryostat -40 to -10 dBm -40 to -10 dBm
Power exiting cryostat -50 to -20 dBm -50 to -20 dBm

Programming interface speci�cations
Characteristic/component Minimum spec Optimum spec

Output data format complex integer complex integer
Word size 2 � 24 bits 2 � 24 bits

Output data rate 100 samples/sec/channel Minimum + 500 kHz rocket I/O
Aggregate data rate 1.2 Mbytes/seca 1.6 Mbytes/secb + rocket I/O

DAC/ADC synchronization digital c digital c

GHz synthesizer frequency stepsize 1 kHz 10 Hz
DAC frequency stepsize 10 kHz 1 kHz

DAC playback bu�er 1 MB variable, 1 � 128 MB
DAC waveform playback continuous continuous

a16 modules � 128 channels/module � 100 samples/sec� 6 bytes/sample
b16 modules � 160 channels/module � 100 samples/sec� 6 bytes/sample
cTiming jitter limited only by the ADC/DAC chips
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3 MKIDCam Electronics Overview

The readout of an MKID camera is done with room temperature electronics, an enormous advantage
compared to other detector technologies such as transition-edge sensors, which require cryogenic
SQUIDs for every pixel. By using very fast A/D converters to digitize large chunks of bandwidth,
we can take advantage of the 
exibility of fast FPGAs and advanced signal processing techniques
to extract the desired signals.

A single-resonator readout circuit for an MKID would be set up as follows. A microwave
frequency synthesizer creates a signal at the resonator frequency (2� 6 GHz) which is divided by
a splitter. One copy, the probe signal, is sent through the cryostat, resonator, and ampli�ers, and
into the RF port of the down-converting IQ mixer. The other co py is used to drive the LO port
of this mixer. This is known as homodyne mixing, since the same signal is used for the LO and
the RF. The output of the down-converting mixer gives the in-phase (I ) and quadrature (Q) parts
of the signal, from which the amplitude and phase changes introduced by the resonator can be
derived.

Since the o�-resonance transmission of the MKIDs is' 1, we can multiplex the readout of a
large number of resonators using a single probe signal that contains a comb of frequency tones
matched to each MKID; this comb will be generated by dual fast DACs which will drive the IQ
ports of an up-converting mixer. The MKIDs for MKIDCam will b e fabricated in tiles, with each
tile containing 144 resonators; there will be 16 tiles, for atotal of 2304 resonators. In our present
concept, the readout electronics will also be partitioned into 16 modules, with each module reading
out a single tile; most of the speci�cations in this document refer to a single tile.

The multiplexed probe signal will be generated at baseband frequency (� b ' 0� 200 MHz) using
high-speed, large-bandwidth DACs to play back a prede�ned,easily modi�ed waveform stored in
memory. Easy modi�cation of the waveform is required because the resonant frequencies of the
MKIDs change as a function of observing conditions (i.e., telescope elevation angle or amount of
water vapor). The baseband DAC signals are then upconvertedto the microwave band and sent
into the cryostat to excite the resonators. By using a dual-DAC scheme with an up-converting
IQ mixer, and a similar scheme with dual ADCs on the output side, the need for single-sideband
conversion is avoided. An FPGA core will then be used as a narrow band channelizer to digitally
process these data, essentially demodulating it at each comb frequency to determine the response
of each resonator (See Figure 1). This will likely involve some combination of FFTs and DDCs;
see Section 4.2. The demodulated signal for each resonator will then be stored to disk at a data
rate of approximately 100 � 200 Hz (a minimum of 100 samples/sec per channel), giving a total
minimum data rate of 1.2 Mbytes per second (16 modules� 128 modules per channel� 100 sample
per second� 6 bytes/sample).

4 Performance Requirements

4.1 Electronics requirements

This section describes all of the relevant components, starting with the generation of the frequency
comb by the DAC and ending with the digitization of the signals by the ADC (see Figure 2).
Except for the cryostat input and output signals, the typical power levels mentioned below are for
illustration only; the actual power levels may be adjusted as needed to match the capabilities of the
chosen components, provided that the overall design goal ofnot exceeding the noise contribution of
the cryogenic HEMT ampli�er is met.
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Figure 1: A block diagram of the proposed readout. Several required ampli�ers and attenuators
have been left out for clarity. These components are included in Figure 2
.

� DAC: Minimum of 400 MHz total bandwidth, spread over two individu al DACs. Minimum
SNRmin of 75 dB (10 dB better than the ADC). Typical output signal lev el of 10 dBm.

� LPF and �xed 10 dB attenuator: Output signal level of 0 dBm.

� IQ up-converter and synthesizer: Synthesizer phase noise of less than -20 dBc/Hz at 1
Hz and less than -40 dBc/Hz at 10 Hz, with an output of typicall y 10 - 20 dBm. Output
signal level from the converter of -7 dBm.

� Variable attenuator(s): Variable attenuator(s) for a total attenuation between 0 and 30
dB for output signal level of -10 to -40 dBm.

� Cryogenic components: MKIDs, HEMT, etc., output from cryostat between -45 and -25
dBm.

� Room-temperature ampli�er(s), variable attenuator(s), s econd room-temperature
ampli�er(s): Each ampli�er(s) has(have) a total gain of 30 dB, variable attenuator(s) for a
total attenuation between 0 and 30 dBm. Output signal level of 0 dBm.

� IQ down-converter and synthesizer: Frequency stepsize of 1 kHz. Use the same synthe-
sizer for both up and down-converters. We assume each modulewill have its own synthesizer,
but plausibly one synthesizer could be used for the entire system. Output signal level from
the converter of -7 dBm.

� Ampli�er(s) and variable attenuator(s): Ampli�er(s) has(have) a total gain of 20 dB,
variable attenuator(s) for a total attenuation between 0 and 20 dB. Output signal level of
10 dBm.

� ADC: Minimum of 400 MSPS for each ADC. Minimum SNRmin of 65 dB.

4.2 FPGA Overview

Overall, we need the FPGA to demodulate and decimate the output signal from each MKID tile,
without adding noise that exceeds the ADC noise.
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Figure 2: IF electronics schematic
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The LO inputs for both the up-converting and down-converting mixers are driven with the
same microwave synthesizer at frequencyf synth . The DACs used to generate the input signal are
programmed to playback a stored frequency comb as follows:

D I (t) =
X

k

Ak cos(2�� k t + � k )

DQ(t) =
X

k

Ak sin(2�� k t + � k )

Here k is the index for the readout tones,k = 1 ; :::K (for K total resonators on the tile), and t is
the time.

� Ak = amplitude of the kth readout tone at the DAC output. This will be on the order of
2N � 1=

p
K , where N is the number of DAC bits.

� � k = phase of the kth readout tone, relative to t = 0 (the start of the playback bu�er). In
general, the phases� k should be random in [0; 2� ], so that the DACs have approximately
constant power output.

� � k = frequency of the kth readout tone. This must lie in the Nyquist range,

� f DAC =2 < � k < f DAC =2;

where f DAC is the DAC sample rate. This frequency is also an integer multiple of of 1=T,
where T is the length (in time) of the DAC playback bu�er; the playbac k bu�er contains
T � f DAC samples for each of theI and Q inputs.

The up-converting mixer gets D I and DQ as inputs, along with the microwave LO signal at f synth ,
and produces the input signal to the cryostat:

Vin (t) = D I (t) cos(2�f synth t) � DQ(t) sin(2�f synth t); (1)

times some overall scale factor due to the converter's e�ciency that we don't care about. It is easy
to show that the above equation is equivalent to

Vin (t) =
X

k

Ak cos(2� (f synth + � k)t + � k ) (2)

so that the generated frequencies lie in the range [f synth � f DAC =2; f synth + f DAC =2]. After being
sent through the detector array, the phases and amplitudes of the probe signals are modi�ed, so
that the signal emerging from the cryostat is:

Vout (t) =
X

k

Bk (t) cos(2� (f synth + � k )t + � k(t)) : (3)

The goal is to measure the quantitiesBk (t) and � k (t) for all resonators, which represent the
change in amplitude and phase of the probe signals due to the change in resonance frequency of
the MKID detector resulting from the absorption of radiatio n. We can write these in the form

zk (t) � Bk (t)ej� k (t ) (4)
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i .e., zk is the complex amplitude of the kth tone. We expect the zk (t) to be slowly varying with
time1, and we want to measure the variation on timescales� � 1=(100 Hz) ' 10 msec.

Formally, we can express our desired measurement as the slowly-varying component of zk (t),
obtained by low-pass �ltering:

hzk (t)i =
Z t

�1
dt0 F (t � t0)Vout (t0)e� j 2�f synth t0

e� j 2�� k t0
(5)

where F (t � t0) is a low-pass �lter kernel, with some characteristic time � . In the above equation,
the �rst exponential term (in f synth ) corresponds to frequency down-conversion, while the second
exponential (in � k) picks out a particular value of k. We also wish to decimate the result, recording
samples only on the timescale� � on which hzk (t)i varies.

To implement equation (5), we �rst use another IQ mixer to down-convert Vout to baseband.
After anti-alias �ltering and digitization, the result is

I (t) =
X

k

Bk (t)
2

cos(2�� k t + � k(t))

Q(t) = �
X

k

Bk(t)
2

sin(2�� k t + � k(t))

These digital signals can be treated as a complex number:

Z (t) � I (t) � jQ (t) =
1
2

X

k

zk (t)ej 2�� k t (6)

wherezk is the complex amplitude of thekth tone, as de�ned in equation (4). An algorithm on the
FPGA is then used to extract hzk i from the complex data stream, at a sample rate 1=Tout � 100
Hz, slow enough that the data can be continuously streamed todisk. This amplitude for the sth
decimated output sample can be written as

hzk (s)i =
X

t

Z (t)h(sTout � t)e� j 2�� k t (7)

where, in general,�1 < t < sT out , and the coe�cients h de�ne the decimating �lter. Performing
the operation equivalent to equation (7) on the complex signal of equation (6) is the fundamental
job of the FPGA.

The core of the FPGA, however it is actually implemented (seex4.4), is a narrow-band channel-
izer. A channelizer can be thought of as a bank of �xed-frequency bandpass �lters (not necessarily
equally spaced) whose outputs are translated to baseband. An FFT is a simple example of a chan-
nelizer: it converts a block of N equally spaced time samples into a block ofN equally spaced
frequency samples. For a continuous stream of input time sample blocks, samples at a given point
in successive output blocks represent a translated, bandpass frequency signal or bin. By selecting
the output of a particular bin, a channelizer serves as a simple digital down-converter (DDC), one
whose resolution is determined by the number of points in theFFT.

1 In this context, \slowly varying" means on timescales much l onger than 1=� k .
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4.3 FPGA Requirements

� Core Size: Large enough to ensure adequate resources to simultaneously run the ADCs,
DACs, etc., while channelizing the ADC data.

� Fast programming: The ability to adjust the frequency of individual channels, the decima-
tion rate, �ltering, etc. in a reasonable amount of time is crucial. (This will presumably need
to be done after every telescope slew, for example.) A re-programming time of < 0:1 second
per channel gives a total time of order 15 seconds (we assume that all 16 digital boards can
be programmed in parallel). A computer with the API function s for this programming will
be required.

� Filtering: There should be no high-pass �ltering in order to preserve the DC level of the
demodulated output. Several choices for the bandwidth and output rate of the decimating
�lter should be available ( e.g.,, 50, 100 and 200 Hz output rate).

� Synchronization: Synchronization must be built into the system, i.e., so that sampleN is
identically time-stamped for every resonator on every tile. The DAC and ADC clocks should
be generated by a good quality clock generator that is external to the FPGA, and that can
be referenced to our 10 MHz rubidium frequency standard.

� Minimum Frequency Stepsize: This needs to be no more than 10 kHz; 1 kHz would be
better. This speci�cation applies both to the DACs and to the GHz frequency synthesizer.
By making all frequencies integer multiples of this stepsize, we can eliminate any worries
about spurious tones due to intermodulation products. If all of the frequencies are multiples
of 1 kHz, for example, then all of the IM products will also be multiples of 1 kHz, so that no
IM product could fall within our 100 - 200 Hz bandwidth.

� Waveform Playback: Playback of the waveforms needs to be continuous (i.e., no phase
jumps).

� Number of Channels: We would like 160, to allow for channels in addition to the MKI Ds.
However, if 128 is much preferred (as a power of two) and 256 ismuch more expensive, then
128 would be acceptable.

� Output sample rate: This needs to be no less than 100 { 200 Hz. We would also be inter-
ested in knowing whether an optional capability of a� 1 MHz output sample rate per channel
could be added. This is not needed for MKIDCam but is of interest for other applications.
One possibility would be adding a Rocket I/O header to the digital (FPGA) board, which
would allow the high-speed data to be transferred to a separate card for additional processing.

� Output data format: In order for the FPGA algorithm to not add noise to the data str eam
we expect that the output will need to be 24-bit integers for both I and Q for each channel.

� Usable Bandwidth: We estimate that we will need a minimum of 2 MHz of bandwidth per
resonator. This means we will need at least 300 { 400 MHz of total usable bandwidth to read
out one tile. The total bandwidth will probably need to be at l east 400 MHz since we will
lose some bandwidth near the edges due to �ltering.

� Ancillary functions: We are also interested in knowing whether several other functions
could be optionally added to the MKID readout electronics system in order to simplify the
overall instrument. Speci�cally, we need:
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Figure 3: Block diagram for parallel digital downconversion with numerically-generated LO; see
discussion in x4.4.1. For pre-computed LO (x4.4.2), the digital oscillator would be replaced by
stored LO waveforms, possibly external to the FPGA.

1. Synchronized slow (> 1 KHz) ADC, 16 channels: This is to allow the MKID electronics
rack to digitize other auxiliary signals, (e.g. the thermometry). A commercial unit
should be �ne, as long as it is synchronized with the rest of the boards. Note we need
16 channels total, not per tile.

2. Opto-isolated digital I/O ports: We require 16 total channels, con�gurable as either input
or output ports. Again, this is 16 channels total, not per til e.

3. Data collection computer: We require a single-board computer capable of running the
data collection programs we design, with a single computer for all 16 tiles (2400 MKIDs).
There needs to be an API mechanism to transfer the 100� 200 Hz data from all or a
subset of channels to this computer without losing samples up to a data rate of 5 MB/s.

4.4 Possible FPGA Implementation Options

In this section, we discuss several possible options for carrying out the downshifting and demodula-
tion of equation (7). We do not have a preference for which implementation is followed, or whether
a completely di�erent scheme is chosen, as long as the performance meets our requirements and
the total cost (including NRE) is minimized.
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Figure 4: Block diagram for �ne channelization using two cascaded FFTs (x4.4.3), with a matrix
transpose operation interposed. The FFT sizes have been scaled to 400 MHz bandwidth and 1
kHz frequency resolution. The second (256-point) FFT operates in a time-multiplexed fashion,
subdividing the output of each frequency channel of the �rst FFT into 256 channels. The result
is a 256� 2048 = 512k-point FFT. Most of these 512k channels would be discarded; only the 144
channels containing readout tones would need to be selectedand recorded.

4.4.1 Parallel digital downconversion using numerically- generated LO

In this approach, each readout channel consists of a numerically controlled digital oscillator and
a numerical complex mixer, followed by a complex low-pass �lter (see Figure 3). The numerical
oscillator generates the LO in real time according to some speci�ed algorithm, and its frequency is
digitally controlled to the required precision (see the table in x2). Any numerical noise from the LO
must be low enough that it does not degrade the SNR set by the ADC. A potential drawback of
this approach is that digital oscillators tend to be FPGA resource-intensive, limiting the maximum
number of channels.

4.4.2 Parallel digital downconversion using precomputed L O

This approach is similar to 4.4.1, except that each numerical LO waveform is computed ahead of
time and stored separately in memory, perhaps external to the FPGA. The waveform memories
need to be deep enough to allow the LO frequencies to be set to the desired precision. This method
avoids the need for on-board numerical oscillators, but it requires substantial communication band-
width if the waveforms are stored externally. It may also be desirable to compute the sum of the
waveforms (with adjustable scaling factors) in real time, on the FPGA, in order to generate the
DAC waveforms. This may allow the waveform for a single resonator to be individually adjusted
while keeping the other waveforms �xed.
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Figure 5: Block diagram for coarse channelization followedby a time-multiplexed digital down-
converter, as implemented by Pentek; seex4.4.4. The second-stage down-conversion could also be
done using multiple downconverters instead of a single multiplexed downconverter (x4.4.5).

4.4.3 Fine channelization using FFT or polyphase �lterbank

In this scheme, �ne channelization is performed at the desired frequency resolution (see the table
in x2). This implies a channel count of order 400 MHz/1kHz = 400,000. Such large FFTs may be
performed by cascading two smaller FFTs, and using a \cornerturn" or matrix transpose operation
in between; see Figure 4. This requires a substantial amountof memory for storage of intermediate
results. The second FFT operates on the output channels of the �rst FFT, and may be time-
mutiplexed to save FPGA resources. This approach has been demonstrated by the CASPER group
at Berkeley (seee.g., http://casper.berkeley.edu/200509URSI.pdf). Note that this scheme also
requires a �nal channel selection stage to pick out the� 144 channels containing signals out of the
� 400; 000 channelizer outputs.

4.4.4 Coarse channelization followed by a time-multiplexe d digital downconverter

This approach is similar in spirit to 4.4.3, in that the operation is broken up into two steps, a
coarse channelization step and a �ne channelization step, and the �ne channelization step is time-
multiplexed to save resources. However, in this scheme, a digital down-converter is used for the �ne
channelization step, which reduces or eliminates the need for storage of the intermediate results. In
addition, only those outputs of the coarse channelizer which contain signal need to be processed; this
implies that a channel selection switch matrix should be imposed between the coarse channelization
and the digital downconversion stages (Figure 5. This approach has been demonstrated by Pentek;
see http://www.pentek.com/tutorials/15 4/digdown.cfm for more information.
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Figure 6: Block diagram for co-addition followed by channelization (x4.4.6). The numerical values
for the co-addition bu�er assume a period of 1 msec, 400 MSPS sampling rate, and an output data
rate of 100 Hz.

4.4.5 Coarse channelization followed by parallel digital d own-conversion

This scheme is similar to 4.4.4, except that the second-stage down-conversion is done using multiple
downconverters instead of a single multiplexed downconverter. This is perhaps less elegant but may
be easier to implement. As in 4.4.1, the resources needed forthe numerical oscillators may be an
issue; the use of precomputed LO waveforms as in 4.4.2 may be signi�cantly more attractive in this
scheme because the data rates are greatly reduced.

4.4.6 Co-addition followed by channelization

Since the LO waveforms are all multiples of a base frequency (seex2), the waveforms are periodic,
with the period set by the frequency stepsize. If this is 1 kHz, for example, then the period
would be 1 msec. Therefore, the complex ADC data may be coadded over multiple periods before
channelization, thereby reducing the data rate to the channelizer. For a frequency step size of 1
kHz, this requires a bu�er of length 400 MSPS� 1 msec = 400 ksamples, or 1.2 Mbytes assuming
3 bytes for each (complex) sample. For example, an output data rate of 100 Hz reduces the input
rate to the channelizer by a factor of 1 KHz/100 Hz = 10, meaning that 10 periods of ADC data are
coadded into the bu�er before being passed to the channelizer (Figure 6. It may also be possible
to apply the general concept of co-addition at a later stage of processing, for instance after coarse
channelization but before �ne channelization.
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5 Calculation of Performance Requirements

5.1 Fundamental Noise Floor - Background Photon Noise

The observing bands used for the calculations are given in Table 2 below. The alternate choices of
1b and 2b would exclude the bright COJ = 2 ! 1 rotational transition at 230.538 GHz.

Ideally, the noise performance of MKIDCam should be limited by the random arrival of back-
ground photons, or BLIP limited. The background photon power for a single-moded single-
polarization detector is equal to

Psubmm = �k B Tload � � (8)

where � is the optical e�ciency, kB is Boltzmann's constant, Tload is the background load, and
� � is the spectral bandwidth. With Bolocam we have measured thetemperature of the telescope
(primary + secondary) to be 5-10 K at 150 GHz, and the temperature of the optics box is ' 15 K
at 270 GHz. We assume the dewar loading is about 10 K, so we can expect about 35 K of loading
from the dewar + optics box + telescope. The median column depth of water vapor at the CSO is
1.68 mm, which gives an opacity of approximately 10%, 9%, 14%, 15%, 31%, and 47% for bands
1a - 4. If we assume an e�ective atmospheric temperature of 260 K, this means the atmosphere
contributes 25, 23, 36, 39, 80, and 121 K of loading for the bands. The total optical load for the
bands will thus be 60, 58, 71, 74, 115, and 156 K, respectively. We assume an optical e�ciency of
50%; the achieved value is likely to be lower than this, but this choice produces more conservative
requirements for the readout speci�cations. The resulting optical loading in the di�erent bands
are given in the table asPsubmm (med). In the best conditions at the CSO, the precipitable water
vapor declines to 0.5 mm; the corresponding optical loads are also given in the table. For all six
bands, under most conditions the total optical loading will be between 10 and 30 pW.

Table 2. Observing bands, optical loading, and NEP

Band � 0 � � Psubmm (med) Psubmm (best) NEP 
 (med) NEP 
 (best)
(GHz) (GHz) (pW) (pW) 10� 17 W Hz� 1=2 10� 17 W Hz� 1=2

1a 230 60 25 19 10 8
1b 210 30 12 9 6 5
2a 280 60 29 21 11 9
2b 290 40 21 14 10 7
3 350 30 24 14 12 8
4 405 20 22 12 13 8

For a single-moded, single polarization receiver, the photon noise equivalent power { the BLIP
limit { is given by

NEP 
 =
q

Psubmm h� + P2
submm =2� � W Hz� 1=2 (9)

whereh is Planck's constant, � is the observing frequency, and �� is the observing bandwidth. The
resulting NEP 
 for all bands, for both the median and best observing conditions, are also given in
the table. In all cases, the BLIP limits for all six bands are between 5 and 15� 10� 17 W Hz� 1=2.

We need the responsivity,R, to determine the frequency noise that corresponds to theseBLIP
limits. For the democam, R ' 7 � 1015 Hz/W, which should be a lower limit to the responsivity
we can expect in the �nal camera. This means that the frequency noise at the BLIP limit will be
in the range NEF 
 ' 0:3 � 1:0 Hz/

p
Hz.
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5.2 Cryogenic Ampli�er Noise

The noise performance of the readout electronics will likely be limited by the cryogenic low-noise
ampli�er (LNA), which in the best case will have an equivalent noise temperature of ' 2 K. For
an RF readout bandwidth of � � r , the ratio of the LNA noise power to the MKID readout power
is given by

SLNA

� � r
=

kB TLNA

P (max )
�w

: (10)

The coupling strength of an MKID to the readout feed-line can be characterized by the coupling
quality factor, Qc. The resistive ohmic losses in the MKID (the quantity we are actually measuring),
due to the equilibrium quasiparticle population produced by absorption of thermal background
radiation, can similarly be characterized by Qqp. For an optimized MKID, Qc ' Qqp, and the

maximum readout power,P (max )
�w , is approximately equal to the background submm power absorbed

by the MKID, Psubmm . This choice guarantees that the quasiparticle populationin the resonator
will not be drastically perturbed by the absorption of microwave readout power. This choice of
P (max )

�w = Psubmm is fairly constant over the four bands, and falls in the range10 � 30 pW. For
P (max )

�w = 30 pW, this gives SLNA ' 1 � 10� 12 Hz� 1, or � 120 dBc Hz� 1. We anticipate that
this will be below the background photon noise for all reasonable observing conditions, resonator
parameters, and optical con�gurations, but regardless,the low-noise ampli�er noise limit sets the
fundamental benchmark for the readout electronics.

5.3 ADC Noise

The noise performance of an ADC is usually speci�ed by its SNR, or signal to noise ratio. This
is measured for a sine wave with amplitude equal to the full range of the ADC, and is de�ned as
the ratio of the signal power to the total noise power. Under the assumption that the quantization
noise is white, the noise power is spread uniformly over the Nyquist bandwidth of the ADC, 0.5 � s,
where � s is the ADC sampling rate. Thus, the best noise to carrier ratio that the ADC can achieve
in a 1 Hz bandwidth � � 1 is

SADC

� � 1
=

1
0:5� sSNR

: (11)

This quantity is essentially a measure of the dynamic range of the ADC.
Since we will be reading out multiple resonators with a single ADC, no single resonator will be

able to utilize the full dynamic range of the ADC. Therefore, to ensure that the ADC does not add
noise to the readout we needSADC to be less thanSLNA =Nc, whereNc is the number of resonators
digitized by the ADC.

Therefore, our requirement for the SNR of the ADC is

SNRmin >
Nc

0:5� sSLNA
; (12)

or

SNRmin >
3 � 1014

� s
(13)

if we useNc = 144 for a single tile. The number of resonators per tile may be smaller than 144
depending on the minimum acceptable bandwidth per resonator2. Table 3 (below) shows how three

2For a resonator line width of 0.2 MHz, and a frequency uncerta inty � of 3 MHz, a nominal bandwidth per
resonator of 2.5 MHz will result in 20% of the resonators overlapping at the 10% level; increasing the spacing to
5.0 MHz decreases the number of overlapping resonators by a factor of 2, or keeps it �xed for a resonator FWHM of
0.4 MHz.
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possible ADCs compare to our required SNRmin .

Table 3. ADC SNR comparison

manufacturer bits sample rate SNR SNRmin (Nc = 144) SNRmin (� = 2 :5 MHz))
TI 14 400 MSPS 70 dB 59 dB 56 dB
e2v 10 1.5 GSPS 52 dB 53 dB 53 dB
e2V 12 500 MSPS 61 dB 58 dB 56 dB

The TI ADC is a very good candidate, the e2v 10-bit ADC is borderline given our noise require-
ments, and the e2V 12-bit ADC is a possible candidate. It should be noted that if we want to space
the resonators by 2.5 MHz (which would limit us to 80 resonators per TI ADC and 100 per 12-bit
e2V ADC), then we need a SNRmin = 56 dB, and if we want to space the resonators by 5.0 MHz
then we need a SNRmin = 53 dB. The noise performance of the TI ADC is more than 10 dB better
than our requirement, even if we were to read out all 144 MKIDswith a single 400 MSPS ADC.
The e2V 12-bit ADC delivers noise performance 3 - 6 dB better than our requirements, depending
on the nominal resonator spacing.

Note that in order to �t all 144 resonators into 400 MHz of band width, we need a minimum
SNR of 56 dB. To provide some margin, we would want to use an ADCwith a SNR of ' 65 dB for
this case.

5.4 DAC Noise

In order for the DAC to not add noise to the system, it must perform at least as well as the
ADC. We would prefer that the DAC be about 10 dB better than the ADC. Generally, DACs have
considerably better SNR than ADCs of comparable bandwidth and speed, so this should not be an
issue.

5.5 Microwave Synthesizer Noise

Frequency noise in the synthesizer used for the LO in the IF up/down converters needs to be at
least a factor of ten below the equivalent frequency noise contributed by the HEMT ampli�ers.
The HEMT noise is equivalent to a frequency noise PSD of

S�f =
1
2

�
f r

Q

�
kB TLNA

Psubmm
Hz2 Hz� 1 (14)

for an optimally-coupled MKID, where f r is a resonator frequency andQ is its total quality factor.
The quantity f r =Q is simply the resonator linewidth, which, from multiplexin g considerations, must
be of order 0.2 { 0.4 MHz for a readout with a few hundred MHz bandwidth. Taking the smaller
of these values,S�f ' 0:02 Hz2/Hz.

It is unlikely that we will have any astronomical signal below 0.1 Hz or above 50 Hz, so the
synthesizer will have to meet our frequency noise requirements over this range. Synthesizer noise
is usually speci�ed as phase noise as a function of frequency, i.e., the power spectrum of the phase
noise,S�� (f ), in rad2/Hz, which is related to the frequency noise power spectrum,S�f (f ), according
to

Sf = f 2S� :

Table 4 gives our phase noise requirements for the synthesizer.
In addition to random phase noise, synthesizers may exhibitnarrowband, deterministic features

- spurs. These are only an issue if they fall within the readout bandpass (� 100 Hz). The minimum
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acceptable noise to carrier ratio for the system is� 123 dBc/Hz (x2), implying a total noise in a
100 Hz readout bandwidth of � 103 dBc. To meet our noise requirements, the total power of all
spurs within 100 Hz of the carrier should thus be below� 103 dBc.

Table 4. Speci�cations for GHz synthesizer maximum phase no ise

Frequency (Hz) Phase noise (rad2/Hz) Phase noise (dBc/Hz)
0.1 0.2 -7
1.0 2 � 10� 3 -27
10 2 � 10� 5 -47
50 8 � 10� 7 -61

It should not be a problem �nding a relatively inexpensive synthesizer that will meet these require-
ments. For example, the Lu� Research Model SLSM has a phase noise of -70 dBc/Hz at 100 Hz, and
the phase noise appears to decrease by 10 dBc/Hz per decade infrequency, implying -60 dBc/Hz
at 10 Hz and -50 dBc/Hz at 1 Hz. Note that at low o�set frequencies, a signi�cant fraction of the
total synthesizer phase noise may be contributed by the 10 MHz frequency reference to which the
synthesizer is locked. The speci�cations in Table 4 refer tothe phase noise that isaddedby the
synthesizer, and do not include any noise arising from the reference frequency.

5.6 Signal Levels

Optimum system performance requires adjusting the input signal levels for some of the IF/RF
components. Note that the signal levels referenced below for the RF section and at the ADC/DAC
input/outputs are only intended to be illustrative, and ultimately depend on the choice of compo-
nents.

We found in Section 5.2 that the readout power per MKID should be 10 { 30 pW, or -80 to
-75 dBm, so that the total power of the probe signal for 144 resonators will be approximately -55
dBm. Since there is about 45 dB of attenuation inside the dewars (mostly �xed attenuators), we
need the probe signal to be approximately -40 to -10 dBm at theinput to the cryostat, depending
on how many resonators on a given tile are simultaneously being excited. To optimize the noise
performance of the DAC, the output will typically need to be at full scale, around 10 dBm. The I
and Q inputs to the IQ mixer used for up-conversion typically need to be approximately 0 dBm, so
we need a �xed attenuator of approximately 10 dB (again, subject to choice of actual components)
at the output from the DAC, along with a LPF. The input LO power level to a typical diode-based
IQ mixer is around 16 dBm, and the signal output from the mixer will typically be at -7 dBm.
Therefore, we will require something like 0� 30 dB of digitally-controllable variable attenuation
located between the mixer output and the dewar input to ensure that the signal entering the
cryostat is at -40 to -10 dBm.

For the cryostat output, we expect the gain of the cryogenic HEMTs to be approximately 35
dB, and the attenuation from the SS coax transmission lines inside the dewar to be around 3 dB/m.
Therefore, we expect the signal level emerging from the cryostat to be ' � 45 to � 25 dBm, for
1 to 144 resonators. This signal will need to be ampli�ed to approximately 0 dBm prior to the
input to the IQ mixer. To achieve the � 25 � 45 dB of gain we need, we will require� 30 dB of
ampli�cation, followed by 0 � 30 dB of digitally-controllable variable attenuation, possibly followed
by another � 30 dB of ampli�cation. The LO signal at the IQ mixer will again typically be around
16 dBm, and the I and Q outputs around -7 dBm. At the input to the ADC, we would need a
signal level of ' 10 dBm to exercise the full range of the ADC, so we would need toamplify the
I and Q outputs by 20 dB. Another digitally-controllable var iable attenuator from 0 � 20 dB will
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lie between the ampli�er and the ADC input to ensure the proper signal level at the input to the
ADC. An anti-aliasing LPF will also need to be placed before the input to the ADC.

See the schematic in Figure 2 for more details about the (illustrative, except for the cryostat)
signal levels at various locations in the electronics.

6 Appendix: Sample Data Sheets

Included in this appendix are data sheets for various electronic components needed for the MKID-
Cam readout. These are simply for the purposes of illustration, and should not be interpreted as
mandating the choice of particular components. These components generally meet the requirements
given in this document.
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Figure 7: TI 14-bit 400 MSPS ADC data sheet
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Figure 8: e2V 12-bit 500 MSPS ADC data sheet
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Figure 9: Analog Devices 14-bit 1200 MSPS DAC data sheet
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Figure 10: TI 16-bit 1.0 GSPS DAC data sheet
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Figure 11: Lu� Synthesizer data sheet
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Figure 12: Marki Microwave 1.5 - 4.5 GHz IQ mixer data sheet
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Figure 13: Analog Devices 0.4 - 6 GHz Quadrature modulator data sheet
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Figure 14: TI 0.4 - 4 GHz Quadrature modulator data sheet
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